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Abstract. In many areas of life science, such as biology and medicine, ontolo-
gies are nowadays commonly used to annotate objects of interest, such as biolog-
ical samples, clinical pictures, or species in a standardized way. In these appli-
cations, an ontology is merely a structured vocabulary in the form of a tree or a
directed acyclic graph of concepts. Typically, ontologies are stored together with
the data they annotate in relational databases. Querying such annotations must
obey the special semantics encoded in the structure of the ontology, i.e. relation-
ships between terms, which is not possible using standard SQL alone.
In this paper, we develop a new method for querying DAGs using a pre-computed
index structure. Our new indexing method extends the pre-/ postorder ranking
scheme, which has been studied intensively for trees, to DAGs. Using typical
queries on ontologies, we compare our approach to two other commonly used
methods, i.e., a recursive database function and the pre-computation of the tran-
sitive closure of a DAG.
We show that pre-computed indexes are an order of magnitude faster than re-
cursive methods. Clearly, our new scheme is slower than usage of the transitive
closure, but requires only a fraction of the space and is therefore applicable even
for very large ontologies with more than 200,000 concepts.

1 Introduction

Ontologies play an important role in biology, medicine, and environmental science. The
probably oldest ontology in biology is the taxonomic classification of flora and fauna.
The NCBI taxonomy [1] is represented as rooted, directed tree, where nodes represent
organisms or families, while edges represent an evolutionary relationship between two
nodes.

In the area of medicine and molecular biology several ontologies were introduced
in the last years, including the Gene Ontology (GO) [2]. The project aims at providing a
structured, precisely defined, commonly used, and controlled vocabulary for describing
the roles of genes and gene products in any organism. In contrast to the NCBI taxonomy,
which resembles a tree, the Gene Ontology is structured in the form of a rooted directed
acyclic graph (DAG). Each GO term represents a labeled node in the graph, while an
edge represents a direct relationship between two terms.

Ontologies as those mentioned before are used to annotate biological and environ-
mental samples, or to define functional characteristic of genes and gene products. Both,
the annotated data and the ontologies are stored in information systems, usually in re-
lational database systems. Clearly, these data are not just stored, but also queried to
answer biologically interesting questions and to find correlations between data items.



The main advantage of ontologies lies in their hierarchical structure. When a query
asks for all samples annotated with a certain concept, not only the term itself needs to
be considered, but also all its child, grand-child, etc. concepts. Consider the question
”Is the concept transcription factor activity defined as a kind of nucleic acid binding in
the Gene Ontology?”.

1.1 Motivation

Graph structures are usually stored using two tables, one for nodes and one for edges.
Each edge represents a binary relationship between two nodes, i.e., a father and a child
concept. Using this model, it is easy to get parents or children of a node, but not an-
cestors or successors as these are in arbitrary distance of the start node. Answering this
simple question above using standard SQL alone is therefore impossible.

Generally, there are two different approaches for answering the question. The sim-
plest method is to program a recursive function – either as stored procedure or using
a host language – that traverses the ontology at run time to compute the answer to the
query. However, a recursive functions requires time proportional to the number of tra-
versed nodes in the tree or the DAG, leading to bad runtime performance. The second
possibility is to index the graph in some way. For instance, one could compute and store
the transitive closure of a tree or DAG before queries are posed. Then, a question as the
one above can be answered in almost constant time by a simple table lookup. But in-
dex structures require time for computation and space for being stored, rendering them
inapplicable for very large ontologies.

In this paper we present a new index structure for DAG-formed ontologies that is
an order of magnitude faster than recursive functions and in most situations consumes
an order of magnitude less space than a pre-computed transitive closure.

The rest of the paper is organized as follows. Section 2 describes our model of stor-
ing ontologies, defines typical queries for ontologies, and describes how these queries
can be answered using recursive functions. Section 3 describes two well-known index-
ing schemes for tree structures, i.e., pre-/ postorder ranks and transitive closure. Section
4 describes how these indexing structures can be extended to index DAGs. The ex-
tension of the pre-/ postorder ranking to DAGs is the main contribution of the paper.
Section 5 shows our results on implementing and benchmarking the different methods.
Finally, Section 6 concludes the paper.

2 Storing and Querying Ontologies

In this section we first describe our model of storing graphs in relational database sys-
tems and we then introduce and specify common questions on ontologies. We demon-
strate how these data can be queried using recursive database functions. In the next
section we then present index structures and how to query them.

2.1 Data model

We consider ontologies that are rooted, directed trees or DAGs. In both structures, a
path is a sequence of nodes that are connected by directed edges. The length of a path



is the number of nodes it contains. The length of the shortest path between two nodes
is called the distance between the nodes. In a tree each node can be reached on exactly
one path from the root node. The same is true for any other two nodes in a directed
tree, if a path between the two nodes exists. DAGs are a simple generalization of trees,
as nodes may have more than one parent. Therefore, nodes may be connected by more
than one path.

In any directed graph successors of a node v are all nodes w for which a path from v

to w exists. The successor set of v are all nodes w that can be reached from v. In analogy
ancestors of node v are all nodes u where a path from u to v exists. The ancestor set of
v are all nodes u from which v can be reached.

Graphs are stored as a collection of nodes and edges. The information on nodes
includes a unique identifier and possibly additional textual annotation. Information on
edges is stored as binary relationship between two nodes. Additional attributes on edges
can be stored as well. In a relational database system both collections are stored in
separate tables. The NODE-table contains all node information including the unique
identifier, node name. The second table is called EDGE, where the binary relationship
between two nodes is stored in the attributes from node and to node.

2.2 Typical queries on ontologies

The main questions on taxonomies and ontologies can be grouped into three categories,
namely reachability, ancestor- or successor set, and least common ancestor of two or
more nodes.

Q1: Reachability is concerned with questions like ’Does the species Nostoc linckia
belong to the phylum Cyanobacteria?’. To answer the question, one has to find out, if
the node labeled ’Nostoc linckia’ has an ancestor node labeled ’Cyanobacteria’ in the
NCBI taxonomy. The length of the path between the two nodes does not matter.

Q2: Ancestor-/ Successor set of a given node contains all ancestor and succes-
sor nodes, respectively. Given a set of proteins, annotated by Gene Ontology terms, a
researcher may want to find all proteins that are involved in nucleic acid binding. Of
course, not only the proteins directly annotated by the term ’nucleic acid binding’ are
of interest, but also all proteins that have a successor term of the original term as anno-
tation. The first step in answering the question is to retrieve all successor nodes of the
given start term – in short the successor set.

Q3: Least common ancestor is of interest when a common origin of a set of nodes
should be computed. For instance, microarray experiments produce expression levels of
thousands of different genes within a single experiment. A typical analysis is the clus-
tering of genes by the expression levels. A biologist now wants to find commonalities
among genes in a cluster. In this situation, GO annotations of genes are helpful, as the
least common ancestors of the annotated GO terms defines the most specific common
description of the genes in the cluster. Note that for computing the least common an-
cestor of a set of nodes, the lengths of the paths between nodes is crucial. Ancestor sets
of nodes may have several nodes in common, and one has to decide which of these is
the closest to all given nodes. Obviously, for answering this question it suffices to know
the distance between the nodes.



2.3 Querying Ontologies

The conventional way is to use recursion to traverse a tree or graph on query time.
Algorithm 1 performs a depth-first search over a tree and returns the successor set for
a node v. The function first looks for children of the start node v and appends each
child, m to the successor set. It then searches for successors of m by calling itself with
node m as the new start node. Doing so, it also holds a counter for the length of the
path v and the current node. As in trees only one path between any two nodes exists,
this is equivalent to the distance. As soon as no more child nodes are found the by then
accumulated successor set is returned.

Algorithm 1 Recursive Algorithm to retrieve the successor set of a node v.
FUNCTION successorSet(v, dist) RETURNS succcessors
BEGIN

FOR EACH m ∈ σfrom node=vEDGE DO
append (m,1) to successors;
successorList(m) := successorSet(m, dist+1);
append successorList(m) to successors;

END FOR;
return successors;

END;

To compute the ancestor set of a node a second function has to be created, called
ancestorSet(). This function takes the same parameters as the one presented in
Algorithm 1, but instead of looking for child nodes the algorithm will look for all parent
nodes and append them to an ancestor set, which will be returned at the end.

Using these stored procedures, it is possible to query tree and DAG structures. How-
ever, for DAGs the function is not optimal. Using the functions the exemplary questions
presented in Section 2.2 can be answered with the following SQL statements:

– Q1: Reachability
SELECT 1
FROM successorSet(v, 0)
WHERE suc = w;

– Q2: Ancestor/Successor set
SELECT suc
FROM successorSet(v, 0);

– Q3: Least common ancestor
SELECT A.anc,
A.dist+B.dist AS dist

FROM (SELECT anc, dist
FROM ancestorSet(s)) A

INNER JOIN (SELECT anc, dist
FROM ancestorSet(t)) B

ON A.anc = B.anc
ORDER BY dist;

3 Indexing and querying tree structures

We now show how to index and query tree structures using the pre- and postorder rank-
ing scheme as well as the transitive closure.



3.1 Pre- and Postorder ranks

The pre- and postorder rank indexing is well studied for trees [3]. Several systems sug-
gested to use it for indexing XML documents in relational databases [4]. The advantage
of pre- and postorder rank indexing for an XML document is that the document order is
maintained, i.e., the user is able to query for descendant nodes as well as for following.
Note that in our case only descending and ascending nodes are of interest, as ontolo-
gies usually do not contain any order among children of a node. In chapter 4, we will
extend the pre-/ postorder ranking scheme to DAGs. Therefore, we describe the method
in detail in the following.

Algorithm 2 shows the function for assigning pre- and postorder ranks to a node in
a tree. Ranks are assigned during a depth-first traversal starting at the root node. The
preorder rank for a node is assigned as soon as this node is encountered during the
traversal. The postorder rank of a node is assigned before any of the ancestor nodes and
after all successor nodes have received a postorder rank. We store pre- and postorder
ranks together with the node ID in a separate table forming the index. Clearly, the space
requirement of the ranks is proportional to the number of nodes in the tree.

Algorithm 2 Pre-/postorder rank assingments of nodes, starting with root node r.
var pr:=0; var post:=0;
FUNCTION prePostOrder(r)
BEGIN

FOR EACH child, m ∈ σfrom node=rEDGE DO
pre:=pr; pr:=pr+1;
prePostOrder(m);
INSERT m, pre, post, pr-pre INTO prePostOrder;
post:=post+1;

END FOR;
END;

To illustrate the steps of the algorithm consider the tree in Figure 1(a). Starting at
the root node A, we traverse the tree in depth-first order. Node B gets the preorder rank
of 1, while E gets 2. As node E has no further child nodes it is the first node to get a
postorder rank and is stored with both ranks in table prePostOrder. This way the
rest of the tree is traversed. The pre- and postorder rank of root node A is assigned
separately.

In addition to the ranks, we also store the number of descendants, s for each node,
which we will use later for improving queries. This number can be computed as the
difference between the current preorder rank and the preorder rank of the node to be
inserted next. To clarify this, consider node C in Figure 1(a). This node is inserted with
the preorder rank of 3. The current preorder rank is 6 as the last successor node of C,
I has this preorder rank. The difference between the two preorder ranks is 3, which is
exactly the number of successor nodes of C.

Pre- and postorder ranking becomes clearer when it is plotted in a two dimensional
co-ordinate plane, with the preorder rank on the x-axis and postorder rank on the y-axis
as shown in Figure 1(b).
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Fig. 1. Pre-/postorder rank assignment of a tree

Querying pre-/postorder indexed trees. As indicated for node G in Figure 1(b) the
pre-post plane can be partitioned into four disjoint regions for each node v. The upper-
left partition contains all ancestors of v, while the successors can be found in the lower-
right area. The remaining two areas hold the preceeding and following nodes of v.

As ontological structures are usually order-independent, only the ancestor and suc-
cessor sector are of interest. Using the preassigned ranks, nodes in these two partitions
can be retrieved without recursion, since any successor of node v must have a preorder
rank that is higher and a postorder rank that is lower than that of v. The location of
the successors of a node v within the lower-right partition can be further restricted. Let
node v have preorder rank prev . If v has s successor nodes, then each successor w of
node v will have a preorder rank prew with prev < prew ≤ prev + s.

To find the least common ancestor of two nodes the ancestor sets of both nodes have
to be joined on the attribute node name and the common ancestor with the highest
preorder rank is least common ancestor of both nodes.

Using the refinement on the location of the successors the queries for answering
questions Q1, Q2, and Q3 are the following:

– Q1: Reachability (is w successor of v)
SELECT 1
FROM prePostOrder p1,

prePostOrder p2
WHERE p1.node name = w

AND p2.node name = v

AND p1.pre > p2.pre
AND p1.pre ≤ p2.pre+p2.s;

– Q2: Ancestor set
SELECT p1.node name AS u
FROM prePostOrder p1,

prePostOrder p2
WHERE p2.node name = v

AND p1.pre < p2.pre
AND p1.post > p2.post;

– Q2: Successor set
SELECT p1.node name AS w
FROM prePostOrder p1

prePostOrder p2
WHERE p2.node name = v

ANDp1.pre > p2.pre
AND p1.pre ≤ p2.pre+p2.s;



– Q3: Least common ancestor
SELECT A.node name, A.pre
FROM (
SELECT p1.node name, p1.pre
FROM prePostOrder p1,

prePostOrder p2
WHERE p2.node name = s

AND p1.pre < p2.pre
AND p1.post > p2.post) A

INNER JOIN (
SELECT p1.node name, p1.pre
FROM prePostOrder p1,

prePostOrder p2
WHERE p2.node name = t

AND p1.pre < p2.pre
AND p1.post > p2.post) B

ON A.node name = B.node name
ORDER BY A.pre desc;

3.2 Transitive closure

The transitive closure of a graph is a set of edges. Edge (v, w) is inserted into the transi-
tive closure if either (v, w) is an edge in the graph or if there exists a path between node
v and w. Using the transitive closure, queries on reachability and queries for ancestor
and successor sets can be answered very efficiently. Finding the least common ances-
tor of two or more nodes requires to store the length of the shortest path between two
nodes.

In the past, several algorithms have been developed to compute the transitive clo-
sure within a relational database system [5]. We found that the so called ’Logarithmic
algorithm’ [6] performed best for trees as well as DAGs. The function is presented in
Algorithm 3.

Algorithm 3 Computing the transitive closure.
FUNCTION transtiveClosure()
BEGIN

INSERT INTO TC SELECT from node, to node, 1 FROM EDGE;
max dist:=1;
REPEAT

INSERT INTO TC SELECT TC1.anc, TC2.suc, min(TC1.dist+TC2.dist)
FROM TC TC1, TC TC2 WHERE TC1.suc=TC2.anc AND TC1.dist=max dist;
max dist:= SELECT max(dist) FROM TC;

UNTIL INSERT = ∅
END;

This algorithm first inserts all tuples of the initial edge relation with the distance 1
to the transitive closure table TC. In the next step the tuples from TC with a distance
equal to the maximum distance are self-joined with TC. The join condition is that the
successor node of one relation must be equal to the ancestor node of the other. The
ancestor nodes of the first relation, the successor node of the second and the minimal
distance between the two nodes is stored in TC. This step is repeated until no further
tuples can be inserted into TC.

Note that the transitive closure requires space that is in worst case O(|V |2). Clearly,
the real space requirements are much smaller for trees, as they are for DAGs. In Section
5, we will measure space consumption of transitive closures in more detail.



Querying the transitive closure. The transitive closure essentially contains one tuple
for each pair of ancestor - successor nodes. Accordingly, queries answering our three
problems may look as follows:

– Q1: Reachability
SELECT 1
FROM TC
WHERE anc = v

AND suc = w;

– Q2: Ancestor/Successor set
SELECT suc
FROM TC
WHERE anc = v;

– Q3: Least common ancestor
SELECT A.anc, A.dist+B.dist
AS distance
FROM (SELECT anc, dist
FROM TC WHERE suc = s) A

INNER JOIN (SELECT anc, dist
FROM TC WHERE suc = t) B

ON A.anc = B.anc
ORDER BY distance;

4 Extending index structures to DAGs

So far, we only considered trees for querying. In this section we extend the indexing
schemes to work on DAGs, as ontologies often have the form of directed acyclic graphs.
Specifically, we present how the pre- and postorder ranking scheme can be used for
DAGs and how this structure can be queried.

4.1 Pre- and Postorder ranks for DAGs

The pre-/ postorder ranking scheme we described in the previous chapter is restricted to
trees. The reason is that in DAGs, where nodes may be reached on more than one path
from root, neither the pre- nor the postorder rank is unique for a single node. If multiple
paths exist, a node is reached more than once during the traversal.

Obviously, it is no option to simply take any one of the ranks, e.g., the first to be
assigned, because then the relationships between the ranks of ancestors and successors
do not hold any more. Consequently, we would loose successors or ancestors during
querying.

In the following, we describe a new and simple extension of the ranking scheme that
is also capable of indexing DAGs. We will show in Section 5 that our method can be
seen as a compromise between recursive query methods, which are slow for queries but
need no further storage and the transitive closure, which allows for very fast queries, but
also requires considerable storage space. We will also show that the advantages of our
method depend on the ”tree-likeness” of a DAG. For DAGs that are almost trees, our
method has considerable advantages when compared to the transitive closure, however,
these advantages are lost the less tree-like a DAG is.

The basic idea of our extension is very simple. Instead of assigning only one pair
of ranks to a node, we allow for multiple rank pairs. More specifically we assign an
additional pre- and postorder rank to a node each time this node is encountered during
the depth-first traversal. Actually, Algorithm 2 already performs this computation, as it
inserts a new node-rank combination each time a node is encountered. After running



the function on a DAG, each node will have as many pre- and postorder ranks as this
node occurs in a path from the root node.

A

B C D

E F G H

I

(a) DAG

node pre post s

A 0 12 12
B 1 1 1
C 3 5 3
D 7 11 5
E 2 0 0
F 4 2 1
G 5 4 1
H 8 10 4
I 6 3 0
C 9 9 3
F 10 6 0
G 11 8 1
I 12 7 0

(b) Table with pre-/ postorder
ranks and number of successors

Fig. 2. Pre-/postorder rank assignment of a directed acyclic graph.

As an example, we add one more edge (the dotted edge) to the tree from figure 1(a).
Table 2(b) shows the resulting pre- and postorder ranks for each node in the DAG. As
one can see node C and all descendants of C get two different rank pairs, because these
nodes are encountered on two different paths, one directly from A to C and one from
A over D and H to C.

Clearly, the number of node-rank pairs is higher for DAGs than for trees, leading
to an increase in space consumption for the index. The degree of increase depends
on the number of additional non-tree edges and the location of such an edge in the
graph. Clearly, additional edges in the upper levels of the tree will lead to an addition
of rank pairs for a large number of nodes, while additional edges close to the leaves
of a DAG only have marginal impact. Potentially there is an exponential growth of the
index structure in the number of edges added. However, we observed that in practice the
increase in size is not critical. The reason for this is that in ontologies concepts on the
upper level usually only have one parent concept. For instance, in the Gene Ontology
the first level where a node has two or more parents is on level four. In Section 5, we
will show the impact in size more precisely both on real ontologies and on randomly
generated trees and DAGs.

Like for trees, all rank pairs in the DAG can be plotted on a two-dimensional coor-
dinate plane (see Figure 3). Nodes appear as many times in the plane as they have rank
pairs. This shows that, intuitively, our method multiplies all subtrees of nodes that have
more than one parent.

To query our new indexing scheme, we need to adapt the methods for querying pre-
post order indexes for trees. As an example, consider node G in Figure 3. This node
as well as its successor set appears twice in the coordinate plane as it can be reached
on two different paths from the root node A. However, the successor sets are identical
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Fig. 3. Pre-/postorder plane of a DAG.

for each instance of G, because this set is independent of the number of paths G can
be reached from root. Thus, for successor queries it suffices to select any instance of
a node and query for all its children using the conditions on pre- and post order rank
used for trees. This is reflected by limiting the number of returned preorder ranks in the
query to 1. As for trees the search space can be reduced by using the information on
the number of descending nodes. However, caution must be taken to filter the result for
duplicates.

The situation is more complex for ancestor queries, e.g., the ancestor set of a node
v. Computing this set requires to merge all nodes in the upper-left partition of any
instances of v, as the set of one instance only contains nodes for one possible path from
root to v. Again, duplicates must be removed from the result.

– Successor set:
SELECT DISTINCT

p1.node name AS w
FROM prePostOrder p1
WHERE p1.pre > (

SELECT p1.pre
FROM prePostOrder p2
WHERE p2.node name = v

LIMIT 1)
AND p1.pre ≤ (

SELECT p2.pre+p2.s
FROM prePostOrder p2
WHERE p2.node name = v

LIMIT 1);

– Ancestor set for DAGs:
SELECT DISTINCT

p2.node name AS u
FROM prePostOrder p1,

prePostOrder p2
WHERE p1.node name = v

AND p2.pre < p1.pre
AND p2.post > p1.post;

We only gave the code for computing the successor and the ancestor set. Reacha-
bility can be computed in the same way as for trees. Least common ancestor requires
to compute the ancestor sets of all nodes, intersect them, and find the node with the
minimal sum of the differences between the preorder ranks of the two nodes and the
common ancestor node.



4.2 Transitive Closure on DAGs

Algorithm 3 can be applied without changes to index DAGs. The space complexity will
not change if only the minimal distance between any two nodes is stored. If all possible
path lengths between two nodes are needed, the situation would be different and the
upper bound would be exceeded.

Querying the transitve closure of DAGs is the same as for trees.

5 Results

In this section we compare both indexing methods and the recursive algorithm. We
measure in detail run time of queries, space consumption of the index structures, and
time necessary for building the indexes. We give results on generated tree and DAG
structures and on real data, i.e., queries against the Gene Ontology.

We have implemented both indexing algorithms and the recursive algorithm as
stored procedures in ORACLE 9i. Tests were performed on a DELL dual Xeon ma-
chine with 4 GB RAM. Queries were run without rebooting the database. Given the
relative small size of the data being studied (in the range of a couple of megabytes), we
expected that all computation is very likely performed solely in main memory, as both
data and index blocks can be cached completely. Thus, secondary memory issues were
not considered.

5.1 Time and space consumption of graph indexing algorithms

To systematically measure the construction time and space consumption of the two
index algorithms we generated trees with a given number of nodes and a given average
degree of 8.0. The average degree is the average number of incoming and outgoing
edges of a node, therefore in our trees each node has on average 7 children. DAGs
were created by randomly adding additional edges to the tree, independent of the depth
of the newly connected nodes. Added edges had to fulfill two conditions: First, it was
not allowed to introduce parallel edges, and second, no edge between node v and an
ancestor node of v was allowed, as this would introduce a cycle. The index structures
of the generated trees and DAGs were created using Algorithms 2 and 3.

Figure 4 shows the size of the index structures given as the number of tuples inserted
in the index relation. The starting point of a curve always stands for the tree with the
indicated number of edges. To create DAGs we have iteratively added additional 10 %
of the number of edges from the corresponding tree. For instance, starting with a tree
of 10,000 edges, the second measurement contains 11,000, the third 12,000 edges, ect.
Thus, in each line all but the first point represent DAGs. Altogether, we used 11 start
points of trees with 1,000 to 200,000 nodes, performing 1 to 5 rounds of edge additions.

For a tree, the number of tuples inserted into prePostOrder equals the number
of nodes. For most measured cases, the size of the index using our method is an order
of magnitude smaller than the size of the transitive closure. However, we see that sizes
of TC and prePostOrder are converging as the number of non-tree edges in a DAG
increases. Adding up to 30 % more edges still leads to more than 50 % less tuples in
the pre-/postorder index than for transitive closure in any of the examined sets.



Fig. 4. Size of index depending on the size of the tree or DAG, respectively. Black stars give the
size for TC, gray boxes for prePostOrder. Note that both axes use logarithmic scale.

However, adding 40 % more edges reverses the situation in two of the shown sets.
The reason for this behavior is that, when adding additional edges to the tree, the end
node of the added edge plays an important role for the pre- and postorder ranking, but
not so much for the transitive closure. Imagine, you have already added a certain amount
of additional edges to the tree, and now you add a new edge. The pre-/ postorder ranking
now has to traverse another sub-structures more than once, and the nodes within that
structure will get an additional rank pair. The transitive closure will also increase, as
new connections are established. But the number of newly found connections decreases
the more edges already exist in the DAG, as many new edges only introduce new paths
between already connected nodes, thus not increasing the size of the transitive closure.

We can conclude that our method uses considerably less space than the transitive
closure for DAGs that are tree-like. Note that the measurements on a real ontology are
even more favorable for our method (see below).

The time required to construct the pre-/ postorder index for trees is always 3 to 10
times higher than for the transitive closure (data not shown). However, the actual time
difference is marginal, as both structures can be computed very fast even for large trees.
Computing the transitive closure for a tree of 200,000 nodes takes 58 seconds, while
the pre-/postorder ranking index needs 3:45 minutes.

The time difference increases quickly with the number of edges added. For up to
20 % more edges, the difference remains within the order of the differences for trees.
Adding more edges leads to a dramatic increase in the time necessary for computing the
pre-/ postorder index. For a DAG with 10,000 nodes and 13,999 edges, it already takes
71 times more time to compute the pre-/ postorder than the transitive closure, although
the number of inserted tuples in both tables is nearly equal. The reason for this differ-
ence is that pre-/ postorder ranks require extensive graph traversal, while the transitive
closure can be efficiently computed using dynamic programming - style algorithms over
increasing path lengths.



5.2 Querying ontologies

We measured query times for three exemplary questions described in Section 2.2, based
on real ontologies. We used real ontologies and not generated ones to obtain more re-
alistic results, as in human curated ontologies concepts on higher levels usually do not
have more than one parent. This specific edge distribution is not included in our DAG
generator.

NCBI Taxonomy Gene Ontology
Tuples Time Tuples Time

Pre-/Postorder ranking 230.559 5:26 76.734 1:24
Transitive Closure 3.583.760 1:44 178.033 0:04

Table 1. Number of tuples inserted in each relation and time (in min:sec) required for computing
the index structures.

Table 1 shows for the two ontologies, i.e. the NCBI Taxonomy and the Gene On-
tology the size of the index structure and the time required for computing both indexes.
As the NCBI Taxonomy is a tree, the pre-/ postorder index is much smaller than the
transitive closure. The figures are more interestingly for the Gene Ontology. We used
a version with 16.859 nodes and 23.526 edges. Although the number of edges exceeds
the number of nodes by approximately 40 %, the size of the pre-/ postorder index is still
considerably smaller than the transitive closure, confirming our observation about the
edge distribution in real ontologies.

In the following, due to space restrictions, we only give query times for Gene Ontol-
ogy. For each of the queries, Q1, Q2, and Q3, 25 % of the nodes of the Gene Ontology
were randomly selected. The query for each node was issued 20 times. The following
figures give average query execution times.

Reachability. We computed times for answering the query ’Is w a successor node
of v?’ for randomly selected w and v. Figure 5(a) shows the times for 4,300 single
queries using either of the two index structures. As one can see, querying the transitive
closure is faster than querying the pre-/ postorder index, but only by a small and almost
constant factor. The recursive function, whose running time depends on the number of
nodes traversed, is not displayed, as it required between 6 and 11,000 times more time
than querying the indexing schemes.
Successor Set. The successor set for 25 % randomly selected nodes from the Gene
Ontology was retrieved using the queries presented in the former sections. Results can
be found in Figure 5(b). Note that the successor set returned from the recursive function
and from querying the pre-/ postorder index can contain successor nodes several times.
The successor set from the transitive closure will contain any node only once.

Query times using a recursive function is linearly dependent on the number of tu-
ples returned. Times for both index structures remain fairly constant over the number
of tuples. Times for querying using the pre-/ postorder index are on average 1.5 times
higher than using the transitive closure.
Ancestor Set. Figure 5(c) shows the time needed to retrieve ancestor sets. In this case,
the indexing methods differ considerably. While query times using transitive closure are



(a) Query time for reachability. (b) Time to retrieve the successor set of node v.

(c) Time required to compute the ancestor set. (d) Time to get the least common ancestor of two nodes.

Fig. 5. Query times for the three presented methods for the different queries. The light-gray squares are the query times for the recursive function,
dark-gray for pre-postorder ranking, and black stars for transitive closure.



similar to the times for the successor set, times for querying the pre-/ postorder index
is even more costly than using a recursive function. The reason that the pre-/ postorder
index is slow is that the ancestor set has to be calculated for every instance of the start
node leading to an extremely redundant ancestor set.
Least Common Ancestor. Computing the least common ancestor of two nodes first
requires to compute the ancestor sets of each node, second to find common nodes in
both sets, and third to select the node with the minimal distance to both original nodes.
Figure 5(d) shows the time necessary to compute the least common ancestor of 4,300
randomly selected pairs of nodes, sorted by the time required for computing the an-
swer using the recursive function. The figure shows that querying the pre-/ postorder
index structure is better than using a recursive database function and worse than using
the transitive closure. The results resemble the one shown in Figure 5(c), as the cost-
dominating operation is the computation of the ancestor sets. The steep rise in time
for some ”pathological” node pairs, i.e., queries where both sets have extremely large
ancestor sets, is somewhat surprising and deserves further study.

6 Discussion

Indexing tree and graph structures is a lively research area. In the XML community
the pre-/ postorder ranking scheme is widely used as it preserves information about
the document order and allows very fast queries at four axis of the XQuery model. To
further optimize access to tree data in relational databases, Mayer et al. [7] have created
the so called ’Staircase Join’, a special join operator for queries against pre-/ postorder
ranking schemes. It is unclear of this method could also be extended to DAGs.

Vagena et al. [8] presented a different numbering scheme for DAGs. This scheme
also conserves the document order, but it is restricted to planar DAGs. As we can not
guarantee that every ontology has such a structure, the algorithm is not universally
applicable. Another numeric indexing structure for DAGs was presented in [9], where
they label spanning trees with numeric intervals. In DAGs not the nodes with several
parent nodes get more than one interval, but all ancestor nodes get the first interval of
that node. They proposed a reduction, but as intervals are propagated upwards in real
ontologies this would probably lead to an index size in the same order of magnitude.

A different indexing method for trees and graphs was proposed by Schenkel et al.
[10]. Their method uses the 2-hop cover [11] of a graph, which is more space efficient
than the transitive closure and allows to answer reachability queries with a single join.
Since computing optimal 2-hop covers is NP hard, they use an approximation optimized
for very large XML documents with XPointers. However, 2-hop covers do not allow for
least common ancestor queries, as no distance information can be preserved.

[12, 13] are examples of attempts to index graph structures, one by finding and in-
dexing all frequent subgraphs, and one by exploiting properties of the network structure.
However, both methods are for full graphs, and we would expect them to perform rather
poor on DAGs. In the ontology community, we are not aware of any work on optimized
indexing and querying of large ontologies.

We have presented a novel structure for indexing and querying large ontologies,
extending the well known pre- and postorder ranking scheme to DAGs. Our method has



favorable properties for ontologies that are tree-like, which is true for most ontologies
we are aware of. In those cases, most queries for successors are almost as fast as using
the transitive closure, while space consumption is an order of magnitude lower. One
drawback of our method is the time for creating the index. Our current research is
geared towards reducing this time and speed up ancestor queries.
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